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Introduction

As many more individuals of each species are born
than can possibly survive; and as, consequently, there
is a frequently recurring struggle for existence, it
follows that any being, if it vary however slightly in
any manner profitable to itself, under the complex
and sometimes varying conditions of life, will have a
better chance of surviving, and thus be naturally
selected. From the strong principle of inheritance,
any selected variety will tend to propagate its new
and modified form.

Charles Robert Darwin
The Origin of Species (1859)

According to the Encyclopædia Britannica, natural selection is defined as
the ‘process that results in the adaptation of an organism to its environ-

ment by means of selectively reproducing changes in its genotype, or genetic
constitution.’ Natural selection is considered the scientific basis for the evolu-
tion of all, which was pioneered by Charles Darwin in his revolutionary œuvre.
The evolution of homines sapientes from their African ancestors resembles in
a way an optimization process: from the nomadic hunter–gatherers and band
societies to the complex, cosmopolitan, multicultural civilizations we see today
with arts, music, economics, politics, and science and technology. 1 We owe our
very existence to the apparently random, dilatory progress from single-celled
organisms towards sentient creatures who inhabit the blue planet in what we
call the Solar System, somewhere in the Local Group of Galaxies. Understand-
ably, genetics has been the primary source of inspiration for the development of
genetic algorithms, which have become increasingly popular within the scientific
community and without. Genetic algorithms have been applied successfully in
various areas as multicriterium optimizers, heuristic2 search, or pattern recog-
nition algorithms, and even in simulations of artificial intelligence.

The field of genetic algorithms, or more broadly evolutionary algorithms, was
founded in the early 1950s through the work of Nils Barricelli [2], merely one

1The progressive consumption of energy due to the sophistication of our lifestyles is ar-
guably responsible for our planet’s demise. Indeed, as Osgood Fielding III (played by Joe E.
Brown) points out pithily at the end of the 1959 Billy Wilder production Some Like It Hot :
“Well, nobody’s perfect,” not even nature apparently.

2Derived from the ancient Greek εὑρίσκειν meaning to find.
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year after Rosalind Franklin, James Dewey Watson and Francis Harry Compton
Crick had unravelled the secrets of the structure of dna (1953). 3 Barricelli’s
original article was republished in English several years later [3], although it
would remain unnoticed for several years to come. About the same time, Alex
Fraser published a piece on the simulation of artificial selection [7], in which
he already identified the core components of modern genetic algorithms. In the
1960s, Bremermann applied genetic algorithms to optimization problems for the
first time successfully. Some of these earlier research papers were collected and
reprinted in the book by David Fogel [6]. However, it was not until the efforts of
Ingo Rechenberg [12] and Hans-Paul Schwefel [13, 14], that genetic algorithms
acquired a solid position in the realm of optimization algorithms. The math-
ematical framework for genetic algorithms was provided by John Holland [10]
through his seminal work on cellular automata and schemata. For a long time,
the work on genetic algorithms remained highly theoretical, though. The first
commercial product based on a genetic algorithm was produced by General
Electric at the end of the 1980s, after which Axcélis, now owned by Palisade,
released Evolver, which was targeted at personal computers.

Nowadays, genetic algorithms are used in different contexts, and they have
proven to be versatile and easy to implement. Indeed, there exist many libraries
and toolboxes written in different programming languages and for different com-
puter architectures. Not surprisingly in such a dynamic field of research as
genetic algorithms, the literature on these algorithms and their applications is
equally as copious [8, 9, 14, 15, 16], and an attempt to include and cover all
relevant research and applications is neither possible nor my intention.

In order to fully appreciate the nature of genetic algorithms in optimization,
I shall begin with their roots and actual inspiration, modern genetics (Section
1), whereupon I endeavour to connect the fundamental principles of genetics
with the mathematical language of optimization in Section 2. Practical consid-
erations, difficulties and limitations of genetic algorithms are discussed briefly in
Section 3. An incomplete and biased overview of available software is provided
at the end in Section 4.

1 Genetics

Genes are the atoms of heredity.

Seymour Benzer
Genetic Fine Structure (1960)

Gregor Johann Mendel, a contemporary of Charles Darwin’s, is often
considered the founder of modern genetics through his work on the in-

heritance of traits in pea plants. He discovered that organisms inherit traits
in a discrete manner4, which he presented in his 1865 paper entitled Versuche
über Pflanzenhybride. Mendel’s research was far ahead of its time and remained

3Together with the molecular biologist Maurice Hugh Frederick Wilkins, the two men
were rewarded with the Nobel Prize in Physiology or Medicine for their groundbreaking work
‘concerning the molecular structure of nucleic acids and its significance for information transfer
in living material’ in 1962.

4Various features are indeed discrete, but many are continuous. Examples include for
instance height, and skin colour in humans. These so-called complex traits are the result
of many genes, and the influence of these genes is mediated by the environment, such as
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largely unnoticed until after his death, when scientists rediscovered his ideas and
their importance. An advocate of Mendel’s theory, William Bateson, baptized
their field of research genetics5 in 1905.

The structure of deoxyribonucleic acid, or dna for short, is the key element
in the study of genetics. dna is a linear polymer that is found in the nucleus
of each cell of any living organism known to date, and it is the molecule that
is the basis for inheritance. Each strand of dna consists of nucleotides6 that
pair up into the famous double-helix structure. Genes are parts within the
dna that are made of a chain of the four types of nucleotides: adenine (A),
cytosine (C), guanine (G), and thymine (T). Each strand in the double-helix
structure contains all the necessary information, as the nucleotides always form
base pairs: adenine with thymine, and cytosine with guanine. Cells translate the
nucleotide sequence to the production of amino-acids that create proteins7. The
translation is referred to as the genetic code. These amino-acids in the protein
are responsible for its three-dimensional shape, which in turn determines the
function of the protein.

Chromosomes8 are extended portions of the dna, in which genes are ar-
ranged linearly. These genes are the discrete units that can be inherited. The
complete set of hereditary material in an organism is called the genome. In the
process of cell division, the entire genome is copied to each cell, which is known
as mitosis. Mitosis is essentially possible because of the redundant information
within the dna, and it is the basis for asexual reproduction. In sexual repro-
duction, the genetic material is inherited from both parents through the process
of chromosomal crossover, where parts of the chromosomes, the alleles, are ex-
changed and recombined. The probability of crossover between different loci on
the chromosome is proportional to the distance between them; a high proba-
bility of crossover implies that the genes are effectively uncorrelated, whereas a
low probability indicates genetic linkage, that is to say that the alleles for the
two genes tend to be inherited together. The interaction between the genes is
known as epistasis.

Different versions of a particular gene are known as its alleles9. Organisms
with a duplicate of each allele are called homozygous, whereas organisms with
distinct alleles are said to be heterozygous. The collection of all alleles is called
the genotype of an organism, and the observable traits are its phenotype10.
In heterozygous organisms one allele is often dominant, which means that its
characteristics ‘dominate’ the phenotype, whereas the other allele is said to be
recessive. Offspring can only inherit one of the two alleles from each parent in
the case of sexual reproduction.

In the process of dna replication, errors can and do occur occasionally in the
polymerization of the second strand. These mutations affect the phenotype of an

nutrition, sanitation, and health. The heritability is the degree to which the genes contribute
to a specific complex trait.

5Derived from the ancient Greek word γένεσις meaning origin or source.
6Derived from the Latin word nucleus meaning kernel.
7Derived from the ancient Greek adjective πρωτεῖος, which means primary or of the first

quality. The term protein was first suggested by the Swedish chemist Jöns Jacob Berzelius in
a letter to his Dutch colleague Gerardus Johannes Mulder.

8Derived from the ancient Greek nouns χρῶμα (colour) and σῶμα (body).
9Derived from the ancient Greek word ἀλλήλων, which means (of/to) one another or mu-

tually.
10Derived from the ancient Greek verb φαινεῖν meaning to show.
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organism, particularly for errors in the coding sequence of proteins. Fortunately,
these mutations occur only once every 10 to 100 million bases. Mutations can
also come about in the (mis-)alignment of alleles during chromosomal crossover.
The erroneous alignment of alleles is most likely to occur for similar sequences in
partner genes, resulting in fundamental structural variations, or translocations,
within the dna. It is obvious that mutations generate organisms with different
genotypes, and hence possibly different phenotypes.

On a fundamental level, natural selection is the preference of a particular
allele in a population of organisms with regards to its frequency in future gener-
ations. The frequency of an allele can be altered through random effects as well,
which is a phenomenon known as genetic drift. Moreover, the genomes of or-
ganisms can gradually evolve over several generations. The populations of these
organisms can either diverge genetically and produce new species, known as
speciation, or adapt themselves to their environment through natural selection
and benign mutations, a process called adaptation.

2 Genetic Algorithms

Imitation is the sincerest of flattery.

Charles Caleb Colton
Lacon (1820)

Modern genetics applied to evolutionary theory provides a template for
genetic algorithms. Here, I shall restrict my attention to genetic algo-

rithms in nonlinear programming. Consider a typical nonlinear optimization
problem:

min f(x) (1a)

subject to g(x) = 0, (1b)

h(x) ≤ 0, (1c)

where the objective function f : Rp → R is to be minimized over the domain, or
search space as it is often called in the context of genetic algorithms, S ⊂ Rp,
which is the set of all points that lie within the domain of the objective function
whilst fulfilling the m-dimensional inequality constraints (1b) as well as the
n-dimensional equality constraints (1c). A point x ∈ S is called feasible if it
satisfies both equations (1b) and (1c), and lies within the domain of the objective
function.

In genetic algorithms, points in the search space (genome) are identified
with individuals of a certain population. The p real numbers that define a
point uniquely are encoded in p binary strings (genotype), sequences of zeroes
and ones. These genetic algorithms are usually referred to as real-encoded.
Uncoded points in the search space constitute the phenotype. A particular
position within the binary string is referred to as a gene and its (binary) value
is known as the allele; strings of such bits are to be identified with chromosomes.

All individuals are assigned a value, called fitness, that determines their rel-
ative ‘qualities’. The fitness is determined by the objective function.11 In order

11Genetic algorithms are designed to maximize the fitness function, whereas the objective
function f in nonlinear optimization problems (1) is often required to be minimized. A minus
sign is obviously all that is required to take care of the difference.
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to evolve (iteratively) towards a healthier population (higher value of f), a set
of so-called genetic operators that select, merge and modify the properties of
the population is required. The selection operator chooses12 a group of indi-
viduals for ‘reproduction’ based on their fitness, whilst the remaining ones are
eliminated from the population. The selection operator determines which indi-
viduals are chosen to produce progeny and which ones are allowed to move on
to the next generation unaltered. The actual ‘reproduction’ is accomplished by
the crossover operator, which takes certain sections of the genes of individuals
and combines them to form new individuals that replace the ones eliminated.
The reproduction phase is completed by random mutations of the genes at a
set rate; random bits are flipped in order to preserve the diversity, that is to
prohibit premature convergence to a local optimum. The three-stage process is
repeated until some termination criterion is satisfied.

Genetic algorithms are probabilistic optimization algorithms: the objective
function is used as a guidance within the search space, but the genetic operators
randomly choose, combine and change points in the search space. As a conse-
quence, convergence to any (locally) optimal solution cannot be guaranteed, and
it is not possible to control the accuracy of the algorithm.

2.1 Fitness Function

At the core of all genetic algorithms lies the fitness function, which corresponds
to the objective function in nonlinear optimization problems. The fitness func-
tion determines the so-called fitness landscape, wherein the optimal solution is
to be found. The representation of the objective function as a fitness function is
important for the performance of the genetic algorithm. Important to notice is
that the fitness function is not required to be smooth or even continuous for the
genetic algorithm to be able to obtain an optimal solution; sharp and narrow
peaks (noise) in the fitness function have to be avoided if possible, though.

For multiobjective optimization problems, the objective function becomes a
vector of functions. Since the standard implementation of genetic algorithms
requires scalar fitness functions, the multiobjective function f(x) has to be
transformed into a scalar fitness function ϕ(x). The most natural approach is
to map the objective function to its (`2) norm:

ϕ(x) = ‖f(x)‖. (2)

Alternatively, a weighted sum of the components of the objective vector function
can be taken. In case the genetic algorithm is used to initialize a deterministic
optimization algorithm, which is often referred to as a hybrid genetic algo-
rithm13, the square of the norm might be a more appropriate choice, since the
derivatives of the fitness function with respect to the variables x are smooth at
f(x) = 0. As an alternative, one could use the quotient map

ϕ(x) =
1

1 + ‖f(x)‖
. (3)

12One often encounters the term ‘artificial selection’ in the literature on evolutionary algo-
rithms in order to distinguish it from Nature’s own selective decrees.

13Sometimes genetic algorithms are unable to find the optimal solution although they pro-
duce a viable candidate solution. In these cases, genetic algorithms are often used as ‘initial-
ization algorithms’ for deterministic algorithms.
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These alternatives are discussed and compared by Barrera & Flores [1], whose
results indicate that genetic algorithms tend to be more accurate for the quotient
map in the context of multimodal optimization problems. In these problems one
requires more than one optimal solution to be found. Multimodal genetic al-
gorithms can be created by introducing the concept of species. These preserve
the diversity by dividing the population into subpopulations, wherein each best
individual is allowed to move on to the next generation; the motion of individ-
uals between subpopulations is known as migration. For a more comprehensive
overview of multiobjective optimization techniques with genetic algorithms, I
refer to the review by Coello [5] or the work by Konak and colleagues [11].

2.2 Initialization

The first generation of N ≥ 2 individuals, {x(i)
[1] | i = 1, . . . , N}, the initial points

in the search space, is often calculated at random in genetic algorithms. Here,
the subscripted [k], with k ∈ N, signifies the generation number. In principle,
these individuals can be calculated or guessed, as it is often done for determin-
istic algorithms, but genetic algorithms are not sensitive to the initial genome.
The number N determines the amount of calculations and comparisons to be
done in parallel, that is within each iteration (generation), as the number of
individuals is maintained throughout the procedure. In many practical situa-
tions, the evaluation of the fitness function for high-dimensional optimization
problems can be quite expensive in terms of CPU time and memory usage,
which limits the maximum number of individuals. As formally N →∞, genetic
algorithms become highly inefficient: all possible function values are compared.

2.3 Genetic Operators

The genetic operators are crucial to the performance of the genetic algorithm;
genetic algorithms are not sensitive to the initial estimate, in contrast to many
methods in nonlinear programming, but they are highly dependent on the pa-
rameters of the genetic operators. If these parameters are allowed to vary in
each iteration, then the genetic algorithm is adaptive14. I shall now describe
each component in some detail and point out its relevance in the optimization
procedure.

2.3.1 Selection

The selection operator S guides the genetic algorithm towards its solution by
the map

S : S[k] → G[k], (4)

where a particular subset of the population of the kth generation, denoted by

S[k] = {x(i)
[k] | i = 1, . . . , N} ⊂ S, is taken to form the reproductive gene pool

G[k] ⊂ S[k], which engenders the next generation. Either the selection operator
is deterministic or it may contain random components, although in many ap-
plications one encounters variants of the latter class, as they tend to preserve

14For instance, the mutation rate is modified in relation to the statistics of the population:
the mutation rate is high whenever the average member of the population does not improve
after several iterations.
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diversity. Among the textbook examples of deterministic selection operators is
truncation selection, which simply returns the best individuals within a popu-
lation à la ‘survival of the fittest’ in its purest form.

In fitness-proportionate selection, the probability of one individual from the

kth generation to produce offspring for the (k + 1)th generation Pk+1

(
x
(i)
[k]

)
is

proportional to its fitness value f
(
x
(i)
[k]

)
as compared to the accumulated fitness

of the entire population:

Pk+1

(
x
(i)
[k]

)
=

f
(
x
(i)
[k]

)
∑N
i=1 f

(
x
(i)
[k]

) , (5)

where I have tacitly assumed that the fitness function is positive, which can
always be achieved by a nondecreasing transformation. This selection procedure
is often called roulette wheel selection. Although roulette wheel selection has
been used since the conception of genetic algorithms, its performance is inferior
to that of for example tournament selection and linear rank selection. The
reason is that often only the (potentially) best individuals in a generation are
selected, which can lead to premature convergence due to lack of diversity in the
gene pool. Moreover, whenever the fitness values of the individuals are roughly
equal, the fitness-proportionate selection operator often fails to improve the
overall fitness of the population.

In tournament selection, a uniformly distributed, (usually) small sample of
individuals is compared, and the fittest one in each sample is selected for repro-
duction. The size of the sample NT determines the competitiveness: for NT = 1,
tournament selection amounts to randomly picking an individual for reproduc-
tion, and for 1 < NT < N the competition between the individuals increases in
favour of the relative best individuals, whereas for NT = N all individuals are
compared, which degenerates to selecting the best individual from the whole
population, that is truncation selection. Please note that it is possible for an
individual to compete against itself or several times in different tournaments,
which means that the individual with the lowest fitness value could in principle
be selected for reproduction (several times). If it is possible for each individual
to enter each tournament more than once, then the primitive tournament selec-
tion with replacement is meant. In tournament selection without replacement
these possibilities are interdicted. Alternatively, tournament selection can be
made nondeterministic: the probability to be selected equals πS (1− πS)

i
for

the individual in the ith place of a tournament, where πS is the probability that
the best individual of each tournament is selected for reproduction.

An alternative to tournament selection that also circumvents the difficulties
of fitness-proportionate selection is linear rank selection, where the probabil-
ity that an individual is selected is proportional to its rank in the population
rather than its fitness value. In polynomial rank selection, the probability is
proportional to a power γ of the overall rank i: iγ . Here, 0 < γ < 1 represents
a preference for individuals with a low fitness value as opposed to those with
higher values, γ = 1 corresponds to linear rank selection and γ > 1 to polyno-
mial rank selection. Obviously γ 6= 0, as for γ = 0 the ranks and thus the fitness
values become irrelevant, since all individuals are equally likely to be selected.

A common procedure to accelerate the convergence of any genetic algorithm
is known as elitism. Elitism ensures that the best NE ≤ N individuals of
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the kth generation propagate to the (k + 1)th generation. Once the optimal
candidate has been identified, the genetic algorithm converges to that optimum.
Nevertheless, elitism increases the risk of convergence to local optima.

2.3.2 Crossover

The actual reproduction, or rather recombination, is achieved by the crossover
operator, which exchanges genes between the chromosomes of two previously se-
lected individuals (parents) to create new individuals (children) that are at least
of comparable fitness as their parents, that is, they inherit their ‘qualities’.15

The crossover operator X is hence a map from the procreative population, or
gene pool, of the kth generation to the population of the next generation:

X : G[k] ×G[k] → S[k+1] × . . .× S[k+1]︸ ︷︷ ︸
χ times

, (6)

with χ ≥ 1. In practice, χ = 1 or χ = 2 most often. Crossover is responsible
for the introduction of new genetic material, and partially for the maintenance
of genetic diversity.

The crossover operator can be implemented in several ways. The simplest
possibility is one-point crossover, where the parental chromosomes are to be
split at a random point. The genotype of the first child is created from the first
part of the first parent and the second part of the second parent, whereas the
genotype of the second child is created from the first part of the second parent
and the second part of the first one. More clearly, the children are created by
swapping the tails of the chromosomes. For χ = 1, only one child is to be chosen
to be part of the next generation.

The one-point crossover can be generalized easily to the case of ν-point
crossover, where the chromosomes are split at ν points at random. All even sec-
tions of the parent chromosomes are to be interchanged. Whenever the number
ν is allowed to vary, the recombination process is known as segmented crossover.
Again, for χ = 1 only one child may survive.

The uniform crossover operator determines randomly at each locus in the
chromosome whether the alleles of the parents are to be swapped or not.

In shuffle crossover, a random permutation is applied initially to both par-
ents, subsequently the ν-point crossover operator is applied to the ‘shuffled’
parents, and finally the ‘shuffled’ children are transformed back with the inverse
permutation.

The rate at which recombination occurs is critical to the performance of a
genetic algorithm: it has to be sufficiently large to guarantee the passing on of
good genes from one generation to the next generation, but small enough to
prohibit the algorithm from converging prematurely to a suboptimal or even
nonoptimal point.

15Although there is in fact no fundamental justification for the success of crossover in either
biology or mathematical optimization with genetic algorithms, research indicates undoubtedly
that crossover is the reason why sexually reproducing species have adapted faster to their
environments than their parthenogenetic (derived from the ancient Greek πάρθενος mean-
ing virgin) counterparts. Adaptation occurs sporadically in parthenogenetic species through
gradual mutation or drift.
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2.3.3 Mutation

The mutation operator M alters the genetic information of each individual
within a generation, and it is defined as

M : S[k] → S[k]. (7)

It is responsible for the preservation of genetic diversity by randomly modifying
alleles. There are several common implementations of the mutation operator.
One is the inversion of single alleles, that is to say, randomly chosen loci in the
chromosome are altered with a probability πM . For binary strings this comes
down to the inversion of random bits. Another alternative is bitwise inversion
of (connected sequences of) the encoded string with probability πM . Yet an-
other possibility is called random selection, where a section of the chromosome
is replaced by a randomly generated piece of the same length with a certain
probability. A small mutation rate might lead to genetic drift, whereas a high
rate might cause the complete eradication of viable candidate solutions unless
elitism ensures their preservation in the selection phase.

Occasionally, genetic algorithms tend to converge to local optimal solutions
or even arbitrary points rather than the global optimum; the genetic algorithm
is unable to attain long-term fitness at the cost of short-term fitness. In such
cases, a modified fitness function that still reproduces the objective function
in its characteristics, a different selection operator that maintains diversity, or
a higher mutation rate might be used instead. A common way of preserving
the diversity of the population is by imposing a niche penalty, which simply
means that a penalty is added to any subset of population with fitness values
within a certain range (niche radius) of each other. Because of the niche penalty
the representation of the group is reduced in subsequent generations. There is
unfortunately no standard remedy against such problems.

In combinatorial (discrete) optimization problems, the permutation of the
alleles of two randomly chosen genes of an individual is a popular and effective
alternative to mutation. For such problems, special crossover operators have
been developed, such as for example partially mapped crossover (PMX), order
crossover (OX) and cycle crossover (CX). Genetic algorithms excel at combina-
torial problems, where one does not have the luxury of derivatives.

2.4 Termination

The reproduction phase (selection, crossover and mutation) is repeated until
some termination criterion has been fulfilled. A simplistic, yet often (ab)used
termination criterion, is the number of generations, which means that the genetic
algorithm stops after the maximum number of generations has been reached, in
which case the optimal solution might not have been found. The genetic algo-
rithm may also be halted if the candidate solution satisfies (local) optimality cri-
teria, such as the Fritz-John or Karush–Kuhn–Tucker conditions. Alternatively,
a termination condition might be that the fitness value of the best individual in
successive generations is within a specified tolerance. Similarly, one could use
information based on the mean fitness of each generation with respect to the
mean value of its ancestors, or the ratio of the fitness of the best individual and
the mean fitness.
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2.5 Schemata and Building Blocks

For deterministic optimization algorithms there generally exist statements that
guarantee under certain well-defined conditions the convergence of sequences of
iterations towards local optimal solutions with certain rates of convergence. In
the case of probabilistic optimization algorithms these convergence criteria can
often be stated for the mean of a set of feasible solutions only. Unfortunately, it
is impossible to give such statements for genetic algorithms in general. Firstly,
there is a plethora of different genetic algorithms based on fundamentally dis-
tinct genetic operators. Secondly, the transition between successive generations
is a combination of three probabilistic operators, which renders the already
polymorphic anatomy of genetic algorithms rather complicated.

So why can genetic algorithms actually be applied to so many different prob-
lems successfully? After all, these algorithms mimic natural selection, which is
the raison d’être for all organisms on Earth. A tentative answer to that question
is given in the schema theorem. Before I can state the schema theorem due to
Holland [10] I have to introduce some nomenclature, for which I follow mainly
Bodenhofer [4].

A schema of length n is a string s = (s1, . . . , sn) over the alphabet {0, 1, ∗}.
An element si 6= ∗ is called a specification of s, and a wildcard for si = ∗, with
i = 1, . . . , n. Binary strings of length n can be identified with hypercubes of
dimension n, where each vertex uniquely determines one specific string, such
that the strings corresponding to the adjoining vertices differ exactly by one
bit. The schemata are to be identified with hyperplanes in these hypercubes.

A string σ = (σ1, . . . , σn) over the alphabet {0, 1} is said to fulfil the afore-
mentioned schema s, which is denoted by σ ∈ s, if and only if σi = si for
all specifications of s. The number of specifications is called the order of a
schema and it is denoted by O(s) = {si 6= ∗ | i = 1, . . . , n}. The distance
between the first and the last specification is known as the defining length:
δ(s) = max {i | si 6= ∗} −min {i | si 6= ∗}.

Let
Γ[k](s) = |S[k] ∩ s| (8)

be the number of individuals in the kth generation that fulfil the schema s.
Define

ϕ̄[k] =
1

N

N∑
i=1

f
(
x
(i)
[k]

)
, (9)

the observed average fitness function of a generation k, and

ϕ̄[k](s) =
1

Γ[k](s)

∑
i∈I

f
(
x
(i)
[k]

)
, (10)

the observed average fitness of the schema s with I = {i | x(i)
[k] ∈ s}, which is

the set of indices for which the corresponding individual fulfil ls s.
For a generic genetic algorithm with fitness-proportionate selection, the

probability that an individual that fulfil ls s is selected is equal to

π1 =

∑
i∈I

ϕ
(
x
(i)
[k]

)
N∑
i=1

ϕ
(
x
(i)
[k]

) . (11)
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Hence, the expected number of individuals that fulfil ls s is N times the prob-
ability that one individual is selected:

Nπ1 = Γ[k](s)
ϕ̄[k](s)

ϕ̄[k]
. (12)

Consider two individuals that both fulfil s and a genetic algorithm with ν-
point crossover. The progeny of such individuals naturally fulfil ls s as well.
Hence, at the recombination stage the number of individuals that fulfil ls s can
only decrease if one of the parents does not fulfil s and the crossover point lies
between the specifications of s. The likelihood of such a particular choice is
obviously

δ(s)

n− 1
. (13)

Therefore, the probability that a parent fulfilling s produces offspring fulfilling
s as well, which is known as the survival probability, can be estimated to be

π2 ≥ 1− πX
δ(s)

n− 1
, (14)

where πX denotes the crossover probability.
In the mutation phase, the number of individuals that fulfil s can decrease

due to mutation at a specification of s. The probability that all specifications
of s remain is equal to

π3 = (1− πM )
O(s)

(15)

with πM the mutation probability.
The expected number of individuals that fulfil s after the complete repro-

duction phase, therefore, becomes the product of all operations:

Γ[k+1](s) = N

3∏
i=1

πi

≥ Γ[k](s)
ϕ̄[k](s)

ϕ̄[k]

(
1− πX

δ(s)

n− 1

)
(1− πM )

O(s)
, (16)

which is the celebrated schema theorem. It is stated as an inequality because
it neglects the minute possibility that an individual that fulfil ls a schema s
is created by mutation of an individual that did not fulfil s in the preceding
generation. As a consequence of Holland’s schema theorem, schemata with
above-average fitness values, high orders and short defining lengths are prone to
produce more offsping. These schemata are known as building blocks, which are
the basic ingredient for the much debated building block hypothesis. It asserts
that genetic algorithms simulate adaptation through the selection, recombina-
tion and mutation of short, low-order, high-performance schemata. In certain
classes of optimization problems, such as for instance the ‘needle-in-a-haystack’
problem, where there is no information in the fitness function to guide the ge-
netic algorithm towards the global optimum, the building block hypothesis is
not justified. Such problems are said to have high epistasis, whereas linear prob-
lems are said to have low epistasis. Empirically, genetic algorithms are found to
be best at problems with medium epistasis, since those with low epistasis can
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be solved more efficiently with conventional techniques, and highly epistatic
problems cannot be solved expeditiously at all.

The views of genetic algorithms in terms of encoded strings and schemata are
not contradictory. On the contrary, the standard interpretation of genetic algo-
rithms is that genetic algorithms process internally many schemata implicitly by
assessing the incomplete data of these schemata through continuous exploration
of the information available and possibly more optimal schemata in the search
space. This phenomenon is called implicit parallelism.

3 Applications

Though this be madness, yet there is method in’t.

William Shakespeare
Hamlet (1600)

Here, I shall briefly discuss some applications of genetic algorithms to
a couple of optimization problems. First, consider the unconstrained

quadratic optimization problem

min
x∈R2

4x21 + 4x22 − 4x1x2 − 12x1. (17)

The unique optimum is easily found to be x̄ = (2, 1) from the Karush–Kuhn–
Tucker conditions. For objective functions that are quadratic in, it is well known
that algorithms that perform utilize the n conjugate directions require at most
n iterations to find the optimal solution. I have tested a genetic algorithm in
matlab with a population size of 25, fitness-proportionate selection operator,
two-point crossover with a crossover rate of 0.7, and a Gaussian mutation func-
tion with a standard deviation of 1.0, which adds a random number taken from
a Gaussian distribution with zero mean to each individual of the population.
The initial population is spread randomly across −10 ≤ xi ≤ 10 for i = 1, 2.
The algorithm is terminated after 100 generations.

I have shown the fitness of the best individual and the average fitness of the
population in each generation in figure 1. The point returned by the genetic
algorithm is x∗ = (2.003, 0.992), which is in good agreement with the actual
value. Several runs with the same settings have shown that the genetic algorithm
indeed converges to the optimum, although each run produces a slightly different
numerical value due to the nondeterministic nature of the genetic algorithm. It is
clear that methods utilizing conjugate directions outperform genetic algorithms
in problems with low epistasis, where genetic algorithms require more function
evaluations and iterations.16

Now, consider the unconstrained, nonlinear, univariate optimization problem

min
x∈R
− sinx · e−ax

2

, (18)

where 0 < a < 1. The global minimum x̄ is determined by the roots of the
equation 2ax̄ tan(x̄) − 1 = 0. In particular, for a = 0.01, one finds that x̄ =

16Here one is reminded of Peter Lorre’s character, Dr. Einstein, in the 1944 film Arsenic
and Old Lace by director Frank Capra: ‘OK, OK, Johnny. OK, veel do it. But ze kveek vay,
huh?’
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Figure 1: The fitness values of the best individual and the average fitness value
of the entire population as a function of the generation.

1.540005942 approximately, as d/dxf(x) = f ′(x) = O
(
10−10

)
. The results for

arbitrary runs of a genetic algorithm implemented in matlab with rank-based
tournament selection, single-point crossover and random mutation are shown in
table 1 for different parameters. Here, N determines the size of the population
in each generation, NE is the number of best individuals that move on to the
next generation, NT is the size of the tournament, πX is the crossover rate,
and πM is the mutation rate. The initial population is distributed evenly across
x = [0, 1]. The algorithm is terminated when the difference in the average fitness
value after ND generations, which is called the generation delay, is less than a
certain specified tolerance, 10−12. Obviously, the genetic algorithm is allowed to
stop after at least ND + 1 generations. The number of iterations (generations)
is denoted by G. In practice, the error ε is often estimated by ε = |f ′(x∗)|, as
the actual optimal value might not be known.

The genetic algorithm with random mutation is unable to find a (local)
optimum, as is clear from table 1. In fact, the parameters seem to have no
effect on the performance at all, which indicates that the problem lies in the
choice of the genetic operators and not their parameters. Indeed, for the same
genetic algorithm with a constant Gaussian mutation function the results are
more satisfactory, as shown in table 2. Here, the standard deviation σM plays
the part of the mutation rate. Even for small populations, the genetic algorithm
is able to approximate the global optimum to within O

(
10−4

)
for πX = 0.80

and σM = 0.01. Higher crossover rates tend to destroy the convergence of
the genetic algorithm, as do different values for the standard deviation of the
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N NE NT ND πX πM x∗ G ε
5 0 2 20 0.80 0.01 0.83752204592 26 0.6522692260
5 1 2 20 0.80 0.01 0.99502799498 46 0.5225875946
5 2 2 20 0.80 0.01 0.87828249954 26 0.6201524303
5 2 2 20 0.95 0.01 0.55238110158 26 0.8429048343
5 2 2 20 0.80 0.10 0.96316245861 48 0.5499854576
10 0 2 20 0.80 0.01 0.83466042331 27 0.6544831309
10 1 2 20 0.80 0.01 0.90490704269 32 0.5986050454
10 1 2 20 0.90 0.05 0.98189194140 26 0.5339477104
10 2 2 20 0.85 0.10 0.84432979747 46 0.6469804973
10 2 2 30 0.85 0.10 0.81939907041 38 0.6661971713
10 2 4 30 0.85 0.10 0.98761336819 40 0.5290109723
10 2 4 40 0.85 0.10 0.94499471231 51 0.5653575787

Table 1: Influence of the parameters on the convergence of the genetic algo-
rithm with random mutation. The values on the right are the result of random
calculations. It is clear that the genetic algorithm ‘converges’ to random points
in the vicinity of the optimum.

mutation operator. The values of σM for which the algorithm converges to the
global optimum depend on the size of the population; the genetic algorithm with
σM = 0.10 is more accurate for N = 10 than for N = 5. Furthermore, elitism
can be beneficial to the overall convergence rate, as one can easily verify from
the results. Tournaments with NT ≥ 2 have no effect on the performance in this
particular setting. Observe that the genetic algorithm requires less iterations
whilst maintaining the accuracy if the population size increases—the number
of fitness function evaluations increases as well, so that the algorithm might
still take more time to solve the problem. The number of iterations is however
not indicative of the performance: the twelfth entry in table 2, for example,
shows that occasionally the genetic algorithm finds the optimal solution after
relatively few iterations, whereas the first entry requires nearly nine times more
iterations for roughly the same accuracy.

Finally, I have experimented with a genetic algorithm for the following con-
strained optimization problem:

min x41 + x42 + 12x21 + 6x22 − x1x2 − x1 − x2
subject to x1 + x2 ≥ 6

2x1 − x2 ≥ 3 (19)

x1 ≥ 0

x2 ≥ 0.

The Karush–Kuhn–Tucker conditions for problem (19) yield x̄ = (3, 3) as the
optimal point and u = (152, 12, 0, 0) for the multipliers associated the the in-
equality constraints. Here, a sequential quadratic programming algorithm might
be an efficient choice, but a genetic algorithm is a viable alternative. I have cal-
culated the approximation of the optimal point x∗ = (2.998, 3.000) in merely
G = 10 iterations with a random run of a genetic algorithm in matlab, which
is convergent to the Karush–Kuhn–Tucker optimal point for N = 10, NE = 2,
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N NE NT ND πX σM x∗ G ε
5 0 2 20 0.80 0.01 1.54039292388 472 0.0003856416
5 1 2 20 0.80 0.01 1.54007564996 263 0.0000694673
5 2 2 20 0.80 0.001 1.15370270591 500 0.3789316229
5 2 2 20 0.80 0.01 1.54007592458 185 0.0000697409
5 2 2 20 0.80 0.10 1.53627273360 61 0.0037207309
5 2 2 20 0.50 0.01 1.53997563098 370 0.0000302063
5 2 2 20 0.95 0.01 0.79231424347 26 0.6865935307
10 0 2 20 0.80 0.01 1.54006607415 197 0.0000599246
10 1 2 20 0.80 0.01 1.53978316600 176 0.0002220084
10 2 2 20 0.80 0.001 1.18386237121 500 0.3504773932
10 2 2 20 0.80 0.01 1.54016879828 157 0.0001622934
10 2 2 20 0.80 0.10 1.54066475784 53 0.0006565286
10 2 2 20 0.80 5.00 1.64505006133 59 0.1041391771
10 2 2 20 0.50 0.01 1.54010960425 121 0.0001033042
10 2 2 20 0.95 0.01 0.96911593474 26 0.5449082499
10 2 4 50 0.80 0.01 1.54026215596 146 0.0002553276
50 2 4 50 0.80 0.01 1.54005004464 100 0.0000439504

Table 2: Influence of the parameters on the convergence of the genetic algorithm
with a Gaussian mutation operator. The three columns on the right display the
results of random runs with the genetic algorithm.

roulette wheel selection, single-point crossover with πX = 0.8, and a termina-
tion tolerance of 10−6 for a generation delay of ND = 5. The mutation operator
ensures that the mutated individuals lie within the feasible region, which is
known as adaptive feasible mutation. The initial population is scattered across
the entire feasible region. In figure 2 I have drawn the genealogy of the popula-
tion. Black lines indicate the transition of elite individuals, blue lines represent
individuals created by recombination and mutated individuals are shown in red.
The graph suggests that in this particular run of the genetic algorithm all indi-
viduals of the final population are derived from the original population through
crossover and mutation. Please notice that the individual labelled ‘1’ survives as
a member of the elite until the the seventh generation, in which the individual
produces offspring with individuals marked ‘5’, ‘7’ and ‘10’.

4 Software

Software is like sex; it’s better when it’s free.

Linus Benedict Torvalds
Free Software Foundation Conference (1996)

There is an overwhelming abundance of freely available software packages
that implement genetic algorithms for various platforms and programming

languages. I do not intend to supply an exhaustive list here, nor would I be able
to, but I would like to mention a few frequently used libraries and programming
interfaces.

15



Figure 2: Genealogy of a random initial population: red lines indicate children
descended from their parents through mutation, blue lines indicate crossover
children, and black lines indicate the lineage of elite individuals.
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For the c language, for instance, there is GALOPPS. PIKAIA is a parallel
genetic algorithm library for fortran, which has been used in various areas of
research. Because genetic algorithms can be implemented efficiently in terms of
abstract objects and their interactions, there are several object-oriented libraries
and interfaces available freely, which enjoy a greater amount of flexibility than
with respect to data types, derivations and customizations. Notably for c++

there are EO, Evocosm, GAGS, GAlib and ParadisEO, and for java one might
use JAGA, JENES, JENETICS or JGAP, although the overhead of java as
compared to c, c++ and fortran can be an issue for large-scale optimization
problems due to for example the intrinsic memory management. Furthermore,
there are several software packages written for scripting languages, such as perl,
python, ruby and s-lang, such as GAUL. Again, the computational expense
often outweighs the ease of use of scripting languages in high-dimensional opti-
mization problems.

In the class of genetic algorithms in proprietary software probably the most
versatile are the standard genetic algorithm (GA) in the optimization toolbox,
the specialized genetic algorithm toolbox (GAOT), and the genetic algorithm
and direct search (GADS) toolbox for matlab. Open-source alternatives to
matlab are scilab, for which there is a genetic algorithms toolbox, too, and
gnu octave, for which genetic algorithms are available in additional packages.

A collection of source codes for various platforms (c/c++, lisp, matlab,
pascal) is available from the Illinois Genetic Algorithms Laboratory, com-
monly abbreviated as IlliGAL. Furthermore, genetic algorithms can be inte-
grated in spreadsheets. For microsoft excel there are, for example, Evolver,
and GenetikSolver.

Conclusion

I have yet to see any problem, however complicated,
which, when you looked at it in the right way, did
not become still more complicated.

Paul Alderson
New Scientist (1969)

Genetic algorithms have been used in many optimization problems in
different fields of research, and they provide a popular and solid frame-

work for the optimization of both continuous and discrete problems of varying
degree of difficulty. It is often claimed that genetic algorithms are easy to imple-
ment, which is true in principle. Indeed, little input in addition to the objective
function is required to a genetic algorithm, which is of course one of the main
reasons for such algorithms to be en vogue. A ‘universal’ implementation of a
class of genetic algorithms, however, requires support for various genetic opera-
tors and their parameters, and termination criteria. Once an adequate genetic
algorithm has been identified for a particular optimization problem, the pa-
rameters have to be tuned, which can be an arduous and tedious task, for the
performance of the algorithm is highly sensitive to the values of its parameters.
Here, experience with genetic algorithms in related optimization problems ap-
pears to be the only reliable guidance, as there are no mathematical guidelines
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that ensure the convergence to the global optimum within a certain number of
generations.

Genetic algorithms are not the most efficient optimization algorithms avail-
able. Their main use lies as combinatorial optimizers or as hybrid optimization
algorithms, wherein a genetic algorithm is used to estimate the global optimum,
after which a local optimization procedure takes over and refines the search ini-
tiated by the genetic algorithm. Hybrid optimization algorithms get the best
of both worlds: genetic algorithms are often able to close in on a global opti-
mum quickly, but they tend to slow down towards the end of the optimization
process; and conventional algorithms converge to locally optimal solutions effi-
ciently under certain well-defined criteria. All in all, genetic algorithms are an
apt alternative, or rather complement, to deterministic nonlinear optimization
algorithms, but caution has to be exerted with regard to their execution, as
noted astutely by Douglas Adams in Mostly Harmless (1992): ‘A common mis-
take that people make when trying to design something completely foolproof is
to underestimate the ingenuity of complete fools.’
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